
Directed Epileptic Spike Network Inference with
Group-Lasso Regularised Point-Process GLMs

Laurens L. Delfo Furno’1, Lisa Kelly1, Gleb Tsikhanovich1, Nikitas Savvides1, Andrea Pradas1, Subha Sankar2,
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Abstract— Delineating the epileptogenic zone (EZ) is critical
for successful surgery in drug-resistant epilepsy. We propose
an event-based approach to infer directed epileptic spike
propagation networks from interictal epileptiform discharges.
Specifically, we fit a Poisson point-process generalised linear
model (PPP-GLM) with a group-lasso penalty that enforces
simultaneous lag-wise sparsity for each directed connection. In
simulations, the proposed method recovers network structure
from sparse non-Gaussian event trains more accurately than
multivariate Granger causality applied to smoothed signals.
Applied to intracranial EEG from two patients, the inferred
networks were consistent across recording sessions and aligned
with clinically suspected seizure onset regions. These results
highlight point-process network modelling as a promising ap-
proach for characterising IED propagation networks relevant
to EZ localisation.

I. INTRODUCTION

Epilepsy affects around 50 million people worldwide
and is characterised by recurrent seizures resulting from
abnormal, synchronised and excessive neuronal activity in
the brain [1]. While initial care primarily focuses on pharma-
cological therapy, recent evidence suggests that a significant
number of patients are or can become drug resistant [2]. In
these cases, surgery or neurostimulation have emerged as
the primary options. Enabling successful surgery requires an
identification of the epileptogenic zone (EZ) [3], the region
implicated in the epileptic pathology.

In epilepsy, the tightly coordinated functional network of
brain activity exhibits altered and desynchronised patterns
of activity [4]. Thus, identifying the network that may be
facilitating the abnormal communication between different
parts of the brain is critical to accurately specifying the
epileptogenic zone. Interictal epileptiform discharges (IEDs),
particularly epileptic spikes [5], are a pathological biomarker
visible in the intracranial electroencephalography (iEEG),
much more frequently than seizures. As such, epileptic spikes
offer insight into the pathological network organisation in
an epileptic brain [1]. However, accurately inferring this
network is extremely challenging because of the sparse,
transient and non-linear nature of the epileptic spikes.

Generally, network inference in epilepsy uses analysis
techniques that presume a continuous signal, specifically
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Granger causality based on multivariate vector autoregressive
(MVAR) models [6], to quantify the connections within the
network. However, these continuous time-based approaches
have difficulty capturing the dynamic processes associated
with discrete neural events such as epileptic spikes and
are very sensitive to signal filtering and noise [7]. An
alternative approach is to model epileptic spikes as point
processes and build networks based on the fitting of Poisson
point process generalised linear models (PPP-GLMs) [8],
[9]. These models treat spikes as discrete binary events
instead of continuous waves and estimate the conditional
intensity of spike rates based on the influence of other neural
populations and the local history. This type of modelling has
previously demonstrated successful applications in modelling
not only neuronal action potentials [10] but also mesoscopic
population neural events such as sleep spindles and thalamic
spikes [11]. Here we aim to apply this approach towards the
definition of an epileptogenic network.

Previous studies aiming to develop networks from point
processes while using parametric modelling [9], [12] have
not provided a principled mechanism for simultaneous cross-
lag edge removal. For example, [9] identify whether a
connection exists by calculating the integral of the interaction
strength across time lags between a pair of nodes. After
model fitting, they apply a threshold to determine significant
connections. This heuristic approach can strongly influence
the detected connections. In contrast, while [12] apply an L1-
norm penalty to threshold parameters in a point process GLM
model, they are unable to use this to define a network across
the neurons modelled as the drop-out is not simultaneous
across all possible lags from one neuron to another. In this
study, we enable direct network estimation during model
fitting by using a Group Lasso penalty [13] across all time
lags responsible for a potential connection.

In this paper, we compare the approach of a Group-Lasso
PPP-GLM with linear state-space Granger Causality. We
evaluated both methods on simulated event trains with known
ground-truth connectivity across different event rates and
network sizes. We then applied the PPP-GLM to detected
epileptic spikes from intracranial EEG recordings from two
patients. The inferred networks were consistent across ses-
sions, illustrating the feasibility of this approach for patient-
specific spike-propagation analysis.
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II. METHODOLOGY

A. Poisson Point Process GLM

Epileptic spike trains can be modelled as point processes
when bins are small enough that at most one event occurs
per bin. We can then employ Poisson point process GLMs
[8] for model fitting. These are well-suited for sparse, event-
based data. They have been widely applied in neuroscience
studies, for modelling neural events like neuronal spikes and
sleep spindles [8], [10], [11].

Epileptic spike time series from each brain region are ex-
pected to be characterised by a conditional intensity function
λ(t | Ht). These represent the instantaneous firing rate of
epileptic spikes at a given time t given the past spike history
within and across regions Ht:

λ(t | Ht) = lim
∆t→0

Pr
(
N(t+∆t)−N(t) = 1 | Ht

)
∆t

, (1)

where N(t) is the spike count up to time t.
In practice, the data is in discrete time, which converts our

interpretation of λ(t | Ht) to an expectation of the number
of events per bin of size ∆. The number of spikes at time
bin k for region i is defined as yi[k]. We assume that the
observed spike counts follow a non-homogeneous Poisson
distribution:

yi[k] ∼ Poisson(λi[k]) , (2)

here λi[k] represents the expected rate of spikes in time bin
k conditional on the history.

In the generalised linear model we build for yi[k], recent
epileptic spikes for each region are included via self and
cross-history terms, capturing the strength of the influence of
past spikes within the same region as well as across different
regions. These spiking history contributions are subsequently
linearly combined and mapped through a link function [9]
to expected rate. To obtain the expected spike rate, we use
a log-link function. Precisely, for each region, the expected
spike rate at each time bin k, λi[k] is represented as:

λi[k] = exp

(
βi,0 +

Kh∑
ℓ=1

hi[ℓ] yi[k − ℓ]

+
∑
j ̸=i

Kc∑
ℓ=1

cij [ℓ] yj [k − ℓ]

)
, (3)

where:
• βi,0 is the baseline log-firing rate of region i,
• hi is the self-history filter,
• cij is the cross-coupling filter representing the influence

of region j on region i,
• ℓ represents the lags,
• Kh and Kc denote the number of history bins used for

the self-history and cross-coupling filters, respectively.
Additionally, the features corresponding to each coupling

are highly correlated, as they are neighbouring time-lags of
a single interaction. This may lead to unstable selection of
individual lags, making it difficult to determine whether a

directed connection exists between two brain regions. To
address this issue, Group Lasso regularisation [13] is applied
during model fitting. This was implemented with R’s grpreg
library, where each group contained all lags for one candidate
directed edge and the penalised objective was optimised by
group descent. Models were fitted over a sequence of 100
values for the regularisation parameter λ and the optimal
value was selected using the Bayesian Information Criterion
(BIC). We set maximal time lags for Kc,Kh to 5. We found
no qualitative difference in performance when Kc = Kh =
10.

Finally, a directed functional connectivity network is con-
structed by retrieving non-zero coupling filters. Specifically,
a directed connection from region j to region i is inferred
if the connection’s coupling filter coefficients cij is non-
zero, suggesting a conditional influence of region j on the
spiking activity of region i given all other regions available.
We assume here that we have access to all relevant regions
(i.e., causal sufficiency). To determine the strength of a
connection, we calculate

∑Kc

ℓ=1 |cij [ℓ]|. This is a descriptive
penalised coefficient norm and should not be interpreted as
an unbiased causal effect size. In future work, we will assess
bias correction through refitting the model on an independent
sample of data.

B. Granger Causality

Granger causality is a widely used method in neuro-
science and has been applied specifically to iEEG signals
across electrodes in certain brain regions, to study the flow
of information during seizures and interictal spikes [14].
Granger causality tests whether past values of one time
series, {y}, improve prediction of another time series, {x},
beyond what is possible using the past of {x} as well as
the history of all other available time series {Z−y}. Here we
use an approach to Granger-causal inference based on state-
space modelling [6]. This technique incorporates a moving
average component to improve statistical power and reduce
bias, but nonetheless, shows poorer performance when the
assumptions of linearity and Gaussianity are violated [7].
For details on the implementation and theory behind Granger
Causality, please see [6].

C. Simulations

In order to confirm whether the methodology is sound and
performs as expected, a ground truth must be established. We
constructed multiple networks G with nodes N generating
pseudo-spikes with history dependence and connected by
edges E. The ground-truth set-up can be seen in Figure 1. We
included one to two origin points for spikes that we consider
as hub nodes in the network as they have high degree (at least
2 edges) and higher baseline firing rates. These hub regions
were modelled with a baseline firing rate (yhub

baseline) twice as
high as that of non-hub (ynon-hub

baseline) regions, as displayed in
Table I. The network shown in Figure 1 comprises 7 regions
and two hub-regions (R1 and R2). We additionally examined
networks with 4 and 9 nodes as well.
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Fig. 1: Connectivity for the 7-region network with density
term S = 10 and MaxLag = 5. Left: ground truth network.

Right: network inferred using linear Granger causality.
Bottom: network inferred using the Poisson point process

GLM. Note that thickness represents estimated edge
weights.

Each region is modelled by an inhomogeneous Poisson
point process, where the firing rate depends on the region’s
self-history and the history of other brain regions. Addition-
ally, a density term S was used to control the epileptic spike
density, which scaled the baseline firing rate (by a factor of
either 10 or 20).

Time is discretised into bins of width ∆ = 4 ms, yielding
a sampling rate of 250 Hz. For each brain region i ∈
{1, . . . , N} and time bin k, each epileptic spike train yi[k]
is modelled using a multivariate point process generalised
linear model (GLM). The conditional intensity (rate) for
region i at time bin k is given by Equation (3).

Self-history filters hi[ℓ] are chosen to model refractory
behaviour [8], that is, after a region spikes, it is less likely to
fire for a short while. Hence, the self-history has a downward
modulatory effect on the rate (see 4) which we express by the
negative coefficient in (5). We model the fact that this effect
dissipates over time, i.e. with longer lags ℓ, the chance of an
epileptic spike increases again, by a negative exponential:

hi[ℓ] = −Ae

(
− ℓ

τh

)
, (4)

where A > 0 controls refractory strength and τh controls
decay. Coupling filters cij [ℓ] represent spike propagation
between regions and are designed to be smooth and delayed:

cij [ℓ] = Be

(
− (ℓ−d)2

2σ2

)
, (5)

where B is the coupling strength, d is the propagation delay,
and σ controls temporal smoothness, that is, how spread out
the effect is over time. A Gaussian function is used here
since the influence of one region on another is maximal at
some delay d dependent on white matter connectivity.

To apply Granger Causality to the synthetic epileptic
spike time series, we converted each synthesised binary train
to an approximately continuous time series via smoothing.
Smoothing spreads the effect of individual binary events over
nearby time points, producing a signal that varies smoothly
over time and appears similar to an epileptic spike as could
be seen in an sEEG time series. We did this using a Gaussian
kernel [15] with zero mean and standard deviation σ = 5
ms. The time bins used for Granger Causality matched that
used for generalised linear modelling to enable accurate
comparisons.

Parameter Symbol Value
Simulation duration T 3600 s
Self-history window length Kh 5 bins
Coupling-history window length Kc 5 bins
Refractory strength A 3.5
Refractory time constant τh 1.2 bins
Coupling strength B 1.0
Coupling temporal spread σ 0.8 bins
Propagation delay d 2 bins
Non-Hub baseline firing rate ynon-hub

baseline 0.15 Hz
Hub baseline firing rate yhub

baseline 0.3 Hz

TABLE I: Simulation parameters used for synthetic spike
train generation.

D. Clinical Data Processing

This study was conducted in accordance with the prin-
ciples of the Declaration of Helsinki. The Medical Ethics
Review Committee confirmed that the study was not subject
to the Dutch Medical Research Involving Human Subjects
Act (WMO). Each patient with epilepsy had stereo electroen-
cephalography (sEEG) channels implanted in their brain in
unique patient-specific regions sampled at 256 Hz. Epilep-
tic spikes were detected using bipolar referenced channels
throughout the brain. We reduced the number of channels by
collapsing them within brain regions. As multiple channels
in a brain region can capture the same epileptic spike,
this approach ensured that the channels analysed were not
highly collinear. The reduction was done by including all
spikes within a specified brain region according to the AAL
parcellation. We only included electrodes in grey matter.
Thus, within a brain region, all vectors of spike times were
merged into a single vector.

For each region, the spike times were discretised into bins
to enable reasonable computational efficiency. This results in
a sequence of time bins with a width of ∆ = 5

256 ≈ 20 ms. A
binary spike train yi[k] for each region i ∈ {1, . . . , N} was
constructed based on the recorded spike times. Every region
is thus modelled by a sequence of 0s and 1s, indicating
the presence or absence of an epileptic spike in a given
time bin. Note that bins with more than one spike were
constrained to 1. To ensure stable convergence 5 past time
lags were employed (i.e. up to a time lag of ≈ 100 ms).
Note that this delay structure is reasonable given expected
propagation times of epileptic spikes [11]. The model was
fitted to two patients’ recordings, with 1 and 3 sessions
respectively, leading to 4 graph reconstructions. Since there
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is no gold standard for the reconstruction of each session, the
evaluation will be done by comparing to clinical indications
based on surgical outcomes.

Fig. 2: Comparison of the precision between Poisson point
process GLM and Granger Causality with density terms
S = 10 (i.e. baseline firing rates of 1.5 Hz and 3 Hz) and
S = 20 with different network sizes (N). Precision is
TP/(TP+FP), where TP and FP are true-positive and

false-positive directed edges. The MaxLag is kept constant
at 5.

III. RESULTS

A. Synthetic Data
In Figure 1 we illustrate an example reconstruction

for both methods. The figure compares the ground-truth
network to reconstructions obtained using Granger causal-
ity and the Poisson point-process GLM (PPP-GLM). Both
methods recover the correct edge for many true connections,
but Granger causality produces substantially more spurious
edges, consistent with its sensitivity to non-Gaussian event
data. In contrast, the PPP-GLM recovers the true edges in
this example without introducing false positives. The recon-
structed edge magnitudes (visualised by edge thickness) are
not uniform despite equal ground-truth weights, indicating
bias in the penalised estimates.

Figure 2 compares reconstruction precision across network
sizes and baseline firing rates. The PPP-GLM achieved
higher precision than Granger causality across all tested
settings, indicating fewer false-positive edges relative to
the number of recovered true edges. This pattern is also
reflected in Figure 3, where the PPP-GLM produced fewer
false positives, while Granger causality produced more false
positives as network size increased. Within the limited range
of lags examined here, the PPP-GLM therefore gave more
accurate directed network reconstruction.

B. Clinical Data
The inferred network for Patient 1 (Figure 4) is dominated

by medial temporal regions, with limited involvement of

lateral temporal areas. Several regions (particularly in the left
hemisphere) show no outgoing spike propagation, suggest-
ing a sparse network structure. Spike propagation analysis
indicates that right medial temporal regions, particularly
the amygdala–hippocampal complex (“Amyg Hipp R”) and
the right parahippocampal gyrus (“ParaHippocampal R”),
exhibit the strongest connectivity. In contrast, left lateral tem-
poral regions demonstrate substantially weaker propagation.

Fig. 3: Comparison of the number of False Positives
between Poisson point process GLM and Granger Causality

with different density terms and network sizes.

This pronounced hemispheric asymmetry suggests a later-
alised epileptogenic focus within the right medial temporal
lobe, consistent with clinically defined seizure onset zones.
Network connectivity further supports this interpretation:
strong bidirectional connections between the right amyg-
dala–hippocampal complex and right parahippocampal gyrus
identify these regions as the core epileptogenic network.
Directional connectivity patterns additionally reflect clini-
cally observed seizure spread, with right temporal regions
propagating activity toward contralateral temporal structures.

In contrast, Patient 2 (Figure 5) exhibits a more densely
interconnected network. The networks obtained show consis-
tency across three sessions. On average, a Jaccard Similarity
of 0.44 between directional connections was observed across
3 sessions, suggesting reasonable stability between pairs
of sessions. We found that the network was particularly
sparse in one session, likely due to the fact that there
was a change in the arousal state of the patient across
sessions (sleep to wake), which reduced the overall similarity
across sessions. Note that this suggests non-stationarity of
networks vary across arousal. Thus, when applying this
method, we must identify the ideal arousal state for network
detection. In particular, the right parahippocampal gyrus
(“ParaHippocampal R”) and right middle temporal gyrus
(“Temporal Mid R”) emerge as the principal seizure onset
regions, with network connectivity analysis revealing strong
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bidirectional connections between (“ParaHippocampal R”)
and (“Temporal Mid R”), indicated by thick edges in Figure
5.

Fig. 4: Shows the predicted connectivity network for
Patient 1 clinical data, inferred using the Poisson point

process GLM.

Fig. 5: Shows the predicted connectivity network for
Patient 2 session 1 clinical data, inferred using the Poisson

point process GLM model.

These medial temporal regions correspond to clinically
identified seizure onset and early spread zones, while more
distant regions such as insular and frontal areas show weaker
connectivity consistent with later propagation. The persis-
tence of strong bidirectional connectivity among medial tem-
poral structures across sessions indicates temporal stability
of the inferred seizure onset network. Overall, the network
structure aligns with clinical interpretations of the seizure
onset zone and is further supported by the patient’s post-
surgical seizure freedom.

Across synthetic and clinical analyses, the PPP-GLM re-
covered sparse directed networks from point-process data and
produced fewer false-positive edges than Granger causality
in simulations. In clinical data, the inferred networks were
anatomically plausible and aligned with clinical interpreta-
tions. However, several limitations are worth noting. First,
the clinical sample is limited to two patients, so the results
do not establish generalisation across subjects, pathologies,
or recording conditions. Second, we note that we did not do
broader comparisons with Hawkes-process models, transfer
entropy, and other sparse connectivity estimators; this re-
mains important future work. Third, although the intended
application here is presurgical EZ localisation from sEEG,
the framework could in principle be applied to scalp EEG,
provided that the lower spatial resolution and reduced sen-
sitivity to deep sources are separately validated. Finally,

we did not perform a systematic sensitivity analysis over
bin width or regularisation choices, and inferred edges may
vary with these modelling decisions, especially during high-
density spike periods.

IV. CONCLUSION
We introduced a group-lasso regularised point-process

GLM for estimating sparse directed networks from mul-
tivariate epileptic spike trains. In simulations, the method
recovered directed network structure with fewer false pos-
itives than Granger causality applied to smoothed event
trains. In two clinical sEEG cases, the inferred networks
were consistent across sessions and aligned with clinically
implicated temporal regions. These findings suggest that
point-process network modelling could eventually comple-
ment presurgical evaluation by highlighting candidate spike-
propagation pathways and regions that may contribute to
seizure spread beyond the visually identified seizure onset
zone.
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